
 
 

 
 

1 BZAN 583 | FLINK | ANA RICHTERS, IAN SAFIE 

 Apache Flink 
Scalable Batch & Stream Data Processing 
HIGH LEVEL OVERVIEW 
Flink, which in German means quick or nimble, is an open source platform for distributed stream 

and batch data processing. 

Originally called Stratosphere (2010) before being added to Apache's incubator program (2014), 

Flink was designed at Berlin's Technical University to be a replacement for Hadoop MapReduce 

(a software framework for distributed computing of big data sets) by using a directed graph 

approach, eliminating the need for mapping and reducing. 

Apache Flink's website describes the platform as follows: 

"Flink’s core is a streaming dataflow engine that provides data distribution, 

communication, and fault tolerance for distributed computations over data 

streams. Flink also builds batch processing on top of the streaming engine, 

overlaying native iteration support, managed memory, and program 

optimization." 

Data streams are literally streams (continually flowing massive quantities) of data generated by 

some source. Distributed streaming is the act of feeding a stream of data through multiple 

machines, all of which process the data stream simultaneously, and return some compiled result. 

Streaming is continuous, and results are delivered in real time. 

Batch processing divides input into data batches, and then executes a desired program on all 

batches without the need for analyst intervention. 

Flink’s major pros include the ability to work in both batch and streaming modes, real time data 

processing & analytics, high throughput & low latency, and it is compatible with several big 

platforms, including Hadoop MapReduce, Kafka, Apache Storm, and YARN. 

Flink’s major cons are that it does not have its own data storage system, it has a lot of 

competitors, and that it is still a relatively new data processing engine. 

Main competitors include Hadoop MapReduce, Apache Spark, Apache Storm, Apache Tez, and 

Apache Apex.  
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ARCHITECTURE 

 

Flink is a batch and streaming data processing engine, meaning it can operate in both batch and 

streaming modes. It takes data as input, processes the data using programs coded by the user, 

and outputs in real time. It is one of the quickest (if not the quickest) big data processing 

engines currently available. 

At Flink’s core is a streaming data flow engine that “provides data distribution, communication, 

and fault tolerance for distributed computations.” Input (the data stream) comes from 

messaging queues like Kafka. Users write Flink programs in Java or Scala. These programs are 

automatically compiled and optimized, and executed in a data-parallel and pipelined manner to 

process the incoming data. 

Program Skeleton: 
 Obtain an ExecutionEnvironment, 

 Load/create the initial data, 

 Specify transformations on this data, 

 Specify where to put the results of your computations, and 

 Execute your program. 

Flink uses a directed graph approach that relies on in-memory storage to eliminate the need for 

mapping and reducing. This directed graph approach results in high performance gains. Flink 

also guarantees high throughput and low latency, with exactly-once processing. 
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Other Features: 
 High performance & low latency 

 Support for event time & out-of-order events 

 Exactly-once semantics for stateful computations 

 Highly flexible streaming windows 

 Continuous streaming model with backpressure 

 Fault-tolerance via lightweight distributed snapshots 

 One runtime for streaming and batch processing 

 Memory management 

 Iterations & delta iterations 

o Dedicated support for iterative computations (machine learning, graph analysis) 

o Delta iterations use computational dependencies for faster convergence 

 Program optimizer 

 Streaming data applications (DataStream API) 

 Batch processing applications (DataSet API) 

 Library ecosystem for machine learning, graph analytics, and relational data processing 

Several APIs (portfolio of routines, protocols, and tools for building software applications) & 

libraries are also included in Flink. The APIs, which are used to create applications that rely on 

the Flink engine, include: 

 DataStream API – for unbounded streams 

 DataSet API – for static data 

 Table API – includes a SQL-like expression language 

The libraries for Flink include: 

 CEP – for event processing 

 Machine Learning library 

 Gelly – for graph processing 

Flink can integrate with YARN, HDFS, Kafka, Hadoop, Tachyon, Google Cloud Platform, Apache 

HBase, and other open source systems. 

http://ci.apache.org/projects/flink/flink-docs-master/apis/streaming/index.html
http://ci.apache.org/projects/flink/flink-docs-master/apis/batch/index.html
http://ci.apache.org/projects/flink/flink-docs-master/apis/batch/libs/table.html
http://ci.apache.org/projects/flink/flink-docs-master/apis/streaming/libs/cep.html
http://ci.apache.org/projects/flink/flink-docs-master/apis/batch/libs/ml/index.html
http://ci.apache.org/projects/flink/flink-docs-master/apis/batch/libs/gelly.html
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CASE STUDY 
Capital One and customer activity monitoring 

Capital One monitors consumer activity so that they can quickly identify and resolve issues in 

order to better serve their customers. The tools they were previously using were expensive, 

outdated, and had limited real time capabilities. The company wanted to find a tool that would 

let it monitor its customer’s behavior in real time using streaming processing. They chose 

Apache Flink, and implemented it with much success. 

Other companies using Flink include: 

 ResearchGate – uses Flink for network analysis and near duplicate detection 

 Okkam SRL – uses Flink for big data analysis and tax assessment 

 Bouygues Telecom – uses Flink for real time event processing and analytics 

 Leipzig University – uses Flink for distributed graph analytics and lab projects 

ALTERNATIVES & COMPETITORS 
How does it differ from other technology that does a similar job? 
 

Flink has a lot of competitors. The ones covered in this section include Hadoop MapReduce, 

Apache Spark, Apache Storm, Apache Tez, and Apache Apex. 

Hadoop MapReduce 
Hadoop MapReduce is a software framework for distributed computing of big data. Flink was 

originally designed to be a flexible replacement for MapReduce. Flink uses a directed graph 

approach that eliminates the need for mapping and reducing input, which significantly speeds 

up data processing time. Flink also provides a Hadoop Compatibility package that allows all 

functions written in Hadoop to be incorporated into Flink programs, and it supports all Hadoop 

data types. 

Apache Spark 
Apache Flink and Apache Spark are extremely similar. Unlike Flink, Spark is a well-established 

technology already used by multiple enterprises, so some argue there is little need for Flink. 

However, there is a benefit to using Flink over Spark. Flink is a streaming processing framework 

that can also do batch processing, while Spark is a batch processing framework that can almost 

imitate streaming processing via what Spark programmers call “micro-batching” (a fast-batch 

operation processing a small unit of input for a unit of time). Because Spark relies on micro-

batching to approximate a streaming process framework, Flink is actually better for data 

processing where low latency is a necessity (financial data or real time ad auctions). Flink also 

runs on YARN, has its own memory management system that aids in eliminating memory spikes, 
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and is more transparent than Spark (can get JSON dump of pipelines constructed for job, and an 

overview of optimizations performed via HTML viewer). 

Apache Storm 
Apache Storm was one of the first open source distributed and scalable stream processing 

engines, and is one of the most popular. Flink improves upon Storm via “strong consistency 

guarantees, a higher level DataStream API, support for event time and an expansive windowing 

system, and superior throughput with competitive low latency.” Flink even includes a Storm 

compatibility package, allowing users to run Storm topologies and embed Storm code as 

operators. 

Apache Tez 
Apache Tez is an application framework that “allows for a complex directed-acyclic-graph of 

tasks for processing data,” and is yet another big data processing engine designed to improve 

upon Hadoop MapReduce. The biggest difference between Flink and Tez is that Flink is much 

faster at data processing, and its streaming capabilities allow for real time data analytics. 

Apache Apex 
Apache Apex is an “enterprise-grade unified stream and batch processing engine.” The YARN-

native platform can perform both stream and batch processing, just like Flink, and provides a 

simple API for users to write Jave code programs. It’s almost identical to Flink, and a proper 

comparison would have to be done by someone well versed in computer science. Apex is still in 

incubator mode, so Flink is a little more established. 

CONCLUSION 
What are its strengths and limitations? 
 

Pros: 
 Able to execute in both batch and stream modes 

 Real time data processing & analytics 

 High performance and low latency 

 Support for event time and out-of-order events 

 Exactly-once semantics 

 Highly flexible streaming windows 

 Continuous streaming model with backpressure 

 Fault tolerance 

 One runtime for streaming and batch processing 

 Has own memory management system 

 Iterative computation 

 Automatically compiles & optimizes programs 

 Compatible with: 

o Runs on YARN 
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o Works with HDFS 

o Streams data from Kafka 

o Can execute Hadoop program code 

o Apache HBase 

o Google Cloud Platform 

o Tachyon 

o Storm compatibility package 

 Offers APIs in Java and Scala that are “very easy to use” 

 Actively maintained (last stable release was March 16, 2016) 

 Active programming community providing support 

Cons: 
 Does not provide own data storage system 

o Data must be stored in distributed storage systems like HDFS or HBase 

o Input data is taken from message queues like Kafka 

 Just recently released from incubator mode 

o Limited production deployment 

o Libraries still in beta mode 

 No Python API at this time 

 Does not currently have REPL (read-eval-print-loop) 

 

Apache Flink is useful for real time analytics because of its streaming data processing features. 

It’s also one of the more flexible options for big data analytics, since it is offers both distributed 

streaming and batch data processing. If a company wants to make timely business decisions 

based on real time analytics, then Apache Flink is definitely the way to go. It has a lot of 

competitors, however, and Flink itself is still relatively new, so the choice of which to use really 

boils down to the data project, personal tastes, and IT capabilities. 
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